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APSY-GE 2524 
PSYCHOLOGICAL MEASUREMENT* 

Steinhardt School of Culture, Education, and Human Development 
New York University 

 
Wednesdays, 4:55-7:35pm  

 246 Greene St., Kimball Hall, Room B-02W 
 

Instructor:  
Alejandro J. Ganimian 

Assistant Professor of Applied Psychology and Economics 
246 Greene St., Kimball Hall, Room 710W 

+1 212 998-4029 
alejandro.ganimian@nyu.edu 

 
Office hours:  

E-mail the instructor for appointments 
 
1. Description 
 
Introduces students to key topics in psychological measurement, including validity, reliability 
and generalizability, scaling, standard setting, criterion-referenced tests, item response theory, 
linking and equating, growth and vertical scaling, and bias and differential item functioning. It 
draws on both classical and modern test theory. The first part of the course seeks to develop 
students' understanding of these questions, why they matter, and how to approach them. The 
second part offers students an opportunity to engage with cutting edge research (in psychology, 
economics, etc.) with implications for education, intervention, and social policy. 
 
2. Structure 
 
This course provides students with an introduction to educational measurement. It is structured 
around key questions in the design, analysis, and use of tests in educational settings (e.g., how do 
we know if a test measures what we think it measures? how do we know if it will do so 
consistently, across contexts and populations? how should we aggregate and report its results?)  
 
The first part of the course (10 classes) seeks to develop students’ understanding of these 
questions, why they matter, and how to approach them. The second part of the course (4 classes) 
offers students an opportunity to engage with research at the frontier of psychology and 
economics to fully appreciate how these questions impact education policy. 
 
Different components of the course aim to achieve different, but complementary, objectives: 
• The required readings, to be completed before each lesson, will offer an intuitive 

understanding of why the questions covered in this course are important and of how the 
measurement professional community approaches them. 

                                                
* The official title of the course is “Measurement: Classical Test Theory”. However, as this syllabus describes, on 
this iteration of the course, its scope will be expanded to cover both classical and modern test theory. 
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• The lectures will begin by introducing the problem to be solved (e.g., measurement error), 
the conceptual framework used to think about that problem (e.g., generalizability theory), and 
the analytical strategies employed to address the problem (e.g., G- and D-studies). Lectures 
will also review the relevant concepts in probability (e.g., variance, covariance, correlation) 
and statistical techniques (e.g., analysis of variance) that students need to understand the 
problem, framework, and analytical strategies. 

• The problem sets, which can be completed in groups, but must be written-up individually, 
will provide students with opportunities to practice implementing the approaches discussed 
in lectures on their own using a statistical package. 

 
This course draws on “Statistical and Psychometric Methods for Educational Measurement”, 
taught by Prof. Andrew D. Ho at the Harvard Graduate School of Education, as well as on its 
previous iteration, co-taught with Prof. Daniel M. Koretz. The instructor is extremely grateful to 
Prof. Ho for sharing all of his materials and granting him permission to use them in this course. 
 
3. Objectives 
 
By the end of the semester, students will be expected to: 
• Define, explain, and provide examples of the key concepts in the course (e.g., validity and 

validation; reliability and generalizability; scaling, standard-setting, and reporting; linking 
and equating; and bias and differential item functioning); 

• Identify and implement the most appropriate method to address problems in measurement 
(e.g., when to use alpha as a coefficient of reliability v. when to conduct a generalizability 
and a decision study; when to use item response theory to scale and link results of student 
assessments; and which approach to use to estimate differential item functioning); and 

• Critically evaluate the use of the concepts and analytical strategies introduced in this course 
in applied research in psychology and economics (e.g., whether concepts and strategies are 
being used appropriately; whether alternative strategies ought to be considered; and to what 
extent the strategies were correctly executed).  

 
4. Pre-requisites 
 
Students are expected to have taken APSTA-GE 2086 (“Basic Statistics II”) and APSTA-GE 
2003 (“Intermediate Quantitative Methods”) or APSTA-GE (“Statistics for Behavioral and 
Social Sciences II”) before taking this course. Specifically, they must have taken two semesters 
of applied statistics, including analysis of variance and multiple regression. Students who have 
not completed these pre-requisites should notify the instructor within the first week of class. 
 
5. Readings 
 
There will be two required texts for this course: 
• Koretz, D. M. (2009). Measuring up: What educational testing really tells us. Cambridge, 

MA: Harvard University Press. 
– Consider purchasing the book in print. The e-book version (at least in Google Books) 

omits all figures due to copyright issues. 
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• American Educational Research Association, American Psychological Association, & 
National Council on Measurement in Education. (2014). Standards for educational and 
psychological testing. Washington, DC: American Educational Research Association. 

– Consider purchasing through APA/AERA/NCME at: http://bit.ly/1iczJWH. Members 
receive a discount and anyone who buys it also receives an electronic text. 

 
All other readings will be available through the coursepack (book chapters) or the NYU Libraries 
system (journal articles) at: http://guides.nyu.edu/arch.  
 
6. Grading 
 
This course may be taken for a letter-grade only, not on a satisfactory/no credit basis. Auditing of 
this course is not allowed; all attendees must be registered students. 
 
Each student’s grade in the course will be determined as follows:  
a) attendance and punctuality (5%);  
b) class participation (15%);  
c) four problem sets (40%); and 
d) a take-home final (40%).  
 
Attendance and punctuality: Students are expected to attend all lessons. If a student cannot 
attend a lesson, he/she should e-mail the instructor at least 24 hours in advance of the lesson 
stating the reason for the absence. If a student missed a lesson but was unable to notify the 
instructor in advance (only acceptable in the case of a health condition or emergency), he/she 
should e-mail the instructor at most 48 hours after the lesson stating the reason for the absence. 
Both planned and unplanned absences will be considered in the 5% of the unadjusted course 
grade assigned to attendance and punctuality. Students will not be penalized for absences due to 
illnesses or religious observance, but they are responsible for completing the assigned readings 
and/or assignments (if applicable) for the classes that they have missed. 
 
Students are expected to arrive before the start of the lesson to allow the instructor to begin on 
time. Late arrivals will be considered in the 5% of the unadjusted course grade assigned to 
attendance and punctuality. 
 
Each student’s attendance and punctuality score will be calculated as follows. The student will 
receive a score of 1 for attending each lecture and a score of 0 for missing each lecture. The 
student will receive a score of 0.75 for arriving late or leaving early. The student’s total 
attendance and punctuality score will be the sum of all the individual scores over the total 
number of lectures, multiplied by 100. For example, if a student attended 10 of all 14 lectures, 
his/her score will be (10/14)*100 or 71. The maximum attendance and punctuality score is 100. 
 
Class participation: During each lecture, the instructor may call on students to ask them 
questions related to the required readings. Students are not expected to fully understand the 
concepts, methods, or analytical strategies introduced in the readings before they are discussed in 
lecture or recitation, but they are expected to have completed the readings. Therefore, both 
responses that demonstrate that the students have completed the readings carefully and responses 
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that suggest that students have not completed the readings will be considered in the 15% of the 
unadjusted course grade assigned to class participation. 
 
Each student’s class participation score will be calculated as follows. The student will receive a 
score of 1 for answering questions correctly, asking clarifying questions, and/or making relevant 
contributions and a score of 0 for consistently answering questions incorrectly and/or not paying 
attention during each lecture and recitation. The student will receive a score of 0.5 if his/her 
participation is somewhere in between. The student’s total participation score will be the sum of 
all the individual scores over the total number of lectures, multiplied by 100. For example, if a 
student met expectations in 12 of all 14 lectures, his/her score will be (12/14)*100 or 86. The 
maximum participation score is 100. 
 
Problem sets: Students are expected to complete four problem sets throughout the semester. As 
stated in the course objectives, these problem sets are meant to provide students with 
opportunities to practice the material covered in lecture. Students can complete problem sets in 
groups, but must write up their results individually. Instructions on how to format and submit 
problem sets will be included at the beginning of each problem set.  
 
Each student’s problem sets score will be calculated as follows. The student will receive a score 
of 0 to 100 on each problem set, based on the proportion of questions he/she answered correctly 
on the assignment. Partial credit will be awarded for partially-correct answers, so students are 
encouraged to show their work. The student’s overall problem set score will be the average of 
the three highest problem set scores (i.e., the lowest score will be dropped). This is meant to 
account for the fact that some students may find some of the problem sets more difficult than 
others, and to prevent one low problem set score from playing a large role in determining 
students’ overall grade. For example, if a student obtained scores of 90, 80, 100, and 90, his/her 
score will be (90+100+90)/3 or 93. 
 
Take-home final exam: Students are expected to complete one final take-home exam. As stated 
in the course objectives, the exam aims to assess students’ ability to apply the material covered 
in lecture and recitations independently. Students must complete the exam individually. 
Instructions on the time allotted for and reference materials allowed during the exam will be 
provided closer to the date. 
 
Each student’s final take-home exam score will be calculated as follows. The student will receive 
a score of 0 to 100 on the exam, based on the proportion of questions he/she answered correctly 
on the assignment. Partial credit will be awarded for partially-correct answers, so students are 
encouraged to show their work. That will be the student’s score on the final take-home exam. For 
example, if a student obtained a score of 90, that will be his/her score. 
 
Overall course grade: The overall course grade will be calculated as the weighted average of the 
attendance and punctuality, class participation, problem sets, and take-home final scores. The 
weights correspond to the percentages allotted to each score above. For example, if a student 
obtained a 71 for his/her attendance and punctuality, an 86 for his/her class participation, a 93 for 
his/her problem sets, and a 90 for his/her take-home final, his/her overall course grade will be 



APSY-GE 2524  Fall 2019 

 5 

(71*0.05)+(86*0.15)+(93*0.4)+(90*0.4) or 90. Each student’s overall grade may be adjusted 
based on his/her improvement over time and exemplary performance on one or more dimensions. 
 
The cutoffs for the overall letter grade will be determined based on the distribution of students’ 
performance when mid-term grades are due (on [date]), and revised if needed when final grades 
are due (on [date]). This is meant to account for the fact that students may find the material more 
or less difficult than the instructor had originally anticipated. The mid-term and final grade 
cutoffs will be posted on the course site.  
 
7. Classroom policies and expectations 
 
Laptops and tablets: Evidence from multiple randomized experiments indicates that students who 
take notes on their laptops or tablets learn less and earn worse grades than those who take notes 
using pen/pencil and paper. They are also more likely to adversely affect their peers’ learning 
and grades. (See Prof. Susan M. Dynarski’s brief summary of the evidence at: 
http://brook.gs/2vS6I3e). Therefore, laptop and tablet use are prohibited during lectures.  
 
Students are encouraged to either: (a) type up their handwritten notes after class to review and 
check their understanding of the lessons; or (b) use one of the multiple smartphone apps (e.g., 
Evernote or OneNote) to take pictures of their handwritten notes and convert them to PDF 
format. The instructor will also make presentation slides available after each lesson. 
 
Students who wish to request an exception should e-mail the instructor, copying the course 
assistants, within the first two weeks of class. Exceptions will be granted on a case-by-case basis. 
 
Cell phones: Cell phone use (for making or receiving calls, sending or receiving text messages, 
or recording the lessons) is strictly prohibited during lectures and recitations. There will be no 
exceptions. 
 
Eating and drinking: No eating is allowed during lectures or recitations. Students may bring 
water bottles or coffees/teas in a covered container. There will be no exceptions. 
 
8. Statistical programming 
 
Students will need to get access to Stata, a statistical package, to complete the problem sets for 
this course. All the example code to be provided by the instructor will be written in Stata 14, so 
students should get access to Stata 14 or above. 
 
Students may get access to Stata on campus, through the computers at Data Services (on the fifth 
floor of Bobst Library), the Student Technology Centers (LaGuardia Co-op, Kimmel Center Lab, 
and Third Avenue Lab; see http://bit.ly/2xgqvHg), or the High Performance Computing’s Union 
Square cluster (see http://bit.ly/2xgqvHg). 
 
Students may also get access to Stata off campus through the Virtual Computer Lab at: 
http://www.nyu.edu//it/vcl. 
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Finally, students may purchase Stata at a discounted rate through Stata Campus GradPlan at: 
http://bit.ly/2w1DrCc. Stata/IC, which will be sufficient for this course, is $125 for one year and 
$225 for a perpetual license. 
 
Lectures will not be used to teach students how to code, but example code will be included in the 
lecture slides.  
 
Additionally, students can seek help with coding from Data Services (on the fifth floor of Bobst 
Library) either by signing up for their Stata tutorials (see calendar at 
https://guides.nyu.edu/DS_class_calendar) or by making an appointment for a one-on-one 
meeting with a consultant (see https://library.nyu.edu/departments/data-services/).   
 
Students who believe that they would benefit from a book on Stata are encouraged to consult: 
• Kohler, U. & Keuter, F. (2009). Data analysis using Stata (2nd Edition). College Station, TX: 

Stata Press. 
 
9. Plagiarism 
 
Students taking this course are expected to have read in full and agreed to NYU-Steinhardt’s 
statement on academic integrity (http://bit.ly/2vSt2JR).  
 
As the statement specifies, “plagiarism is failure to properly assign authorship to a paper, a 
document, an oral presentation, a musical score and/or other materials, which are not your 
original work.” Therefore, any student who works together with or receives help from others on 
the problem sets should recognize their contributions appropriately (e.g., using footnotes). This 
will help the instructor understand any similarities that are detected in assignments turned in by 
different students. 
 
Students who have questions about what constitutes appropriate collaboration in this course 
should contact the instructor at least 24 hours before they turn in their problem sets. 
 
If the instructor suspects that a student has committed plagiarism, disciplinary action may be 
taken following the department procedure or through referral to the Committee on Student 
Discipline, through the Office of the Associate Dean for Student Affairs. Please, see the 
statement on academic integrity for details on the steps involved in each procedure. 
 
10. Accommodations 
 
Any student who needs an accommodation due to a chronic, psychological, visual, mobility 
and/or learning disability, or who is deaf or hard of hearing, should register with the Moses 
Center for Students with Disabilities (www.nyu.edu/csd) at 212 998-4980, 726 Broadway, 2nd 
and 3rd Floors.  
 
Students should also notify the instructor within the first two weeks of class. Late requests for 
accommodation will not be honored except in special circumstances (e.g., injury during the 
semester). 
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11. Calendar 
 
This course calendar is tentative. The instructor may adjust the topics to be covered in each class 
based on how students respond to the material during the semester. Students are expected to 
check the most updated version of the calendar on the course site before every lecture and 
recitation. 
 
Date Readings Assignments 
Week #1: What is a test? Introduction to educational measurement 
[Date] • Koretz, D. M. (2009). Chapter 2: What is a test? In 

Measuring up: What educational testing really tells us. 
Cambridge, MA: Harvard University Press. 

• AEA/APA/NCME (2014). Introduction. In Standards for 
educational and psychological testing. Washington, DC: 
AEA/APA/NCME. 

• AEA/APA/NCME (2014). Chapter 3: Test development and 
revision. In Standards for educational and psychological 
testing. Washington, DC: AEA/APA/NCME. 

Student survey 
posted 

Week #2: How do we know if we can use a test for a given purpose? Validity and validation 
[Date] • Koretz, D. M. (2009). Chapter 9: Validity. In Measuring up: 

What educational testing really tells us. Cambridge, MA: 
Harvard University Press. 

• AEA/APA/NCME (2014). Chapter 1: Validity. In Standards 
for educational and psychological testing. Washington, DC: 
AEA/APA/NCME. 

 

Week #3: How do we know if a test provides consistent results? Classical test theory, error, 
and reliability 
[Date] • Koretz, D. M. (2009). Chapter 7: Error and reliability: How 

much we don’t know what we’re talking about. In Measuring 
up: What educational testing really tells us. Cambridge, MA: 
Harvard University Press. 

• AEA/APA/NCME (2014). Chapter 2: Reliability and errors 
of measurement. In Standards for educational and 
psychological testing. Washington, DC: AEA/APA/NCME. 

• Haertel, E. H. (2006). Chapter 3: Reliability (only pp. 65-79). 
In Brennan, R. L. (Ed.) Educational measurement (4th ed.) 
Westport, CT: Praeger. 

Problem set 1 
posted 

Week #4: How can we distinguish between different sources of error in a test? 
Generalizability theory (Introduction to G- and D-studies) 
[Date] • Brennan, R. L. (1992). Generalizability theory. Educational 

Measurement: Issues and Practice, 11(4), 27-34. 
• Shavelson, R. J. & Webb, N. M. (1991). Chapter 1: Concepts 

in generalizability theory. In Generalizability theory: A 
primer. Newbury Park, CA: Sage. 

Problem set 1 
due 
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• Shavelson, R. J. & Webb, N. M. (1991). Chapter 2: 
Statistical model underlying generalizability theory. In 
Generalizability theory: A primer. Newbury Park, CA: Sage. 

Week #5: How can we distinguish between different sources of error in a test? 
Generalizability theory (Multifaceted and nested designs) 
[Date] • Shavelson, R. J. & Webb, N. M. (1991). Chapter 3: 

Generalizability studies with crossed facets. In 
Generalizability theory: A primer. Newbury Park, CA: Sage. 

• Shavelson, R. J. & Webb, N. M. (1991). Chapter 4: 
Generalizability studies with nested facets. In 
Generalizability theory: A primer. Newbury Park, CA: Sage.  

Problem set 2 
posted 

Week #6: How can we summarize the results of a test? Scaling, standard setting, and criterion-
referenced reporting 
[Date] • Koretz, D. M. (2009). Chapter 8: Reporting performance: 

Standards and scales. In Measuring up: What educational 
testing really tells us. Cambridge, MA: Harvard University 
Press. 

• AEA/APA/NCME (2014). Chapter 4: Scales, norms, and 
score comparability. In Standards for educational and 
psychological testing. Washington, DC: AEA/APA/NCME. 

Problem set 2 
due 

Week #7: How can we account for differences in the characteristics of items in a test? Item 
response theory (Introduction to 1-, 2-, and 3-parameter models) 
[Date] • Yen, W. M. & Fitzpatrick, A. R. (2006). Chapter 4: Item 

response theory (only pp. 111-115). In Brennan, R. L. (Ed.) 
Educational measurement (4th ed.) Westport, CT: Praeger. 

• Harris, D. (1989). Comparison of 1-, 2-, and 3-parameter IRT 
models. Educational Measurement: Issues and Practice, 
8(1), 35-41. 

 

Week #8: How can we render the results of different tests comparable? Linking and equating 
[Date] • Holland, P. W. & Dorans, N. J. (2006). Chapter 6: Linking 

and equating (only pp. 197-201). In Brennan, R. L. (Ed.) 
Educational measurement (4th ed.) Westport, CT: Praeger. 

• Kolen, M. J. & Brennan, R. L. (2010). Chapter 1: 
Introduction and concepts. In Test equating, scaling, and 
linking: Methods and practices (2nd ed.). New York, NY: 
Springer. 

• Kolen, M. J. & Brennan, R. L. (2010). Chapter 10: Linking. 
In Test equating, scaling, and linking: Methods and practices 
(2nd ed.). New York, NY: Springer. 

Problem set 3 
posted 

Week #9: How can we measure progress from one year or grade to the next? Growth and 
vertical scaling 
[Date] • Kolen, M. J. (2006). Chapter 5: Scaling and norming (only 

pp. 171-180). In Brennan, R. L. (Ed.) Educational 
measurement (4th ed.) Westport, CT: Praeger. 

Problem set 3 
due 
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Week #10: How do we know if the results of a test mean the same for different groups? Bias 
and differential item functioning 
[Date] • Koretz, D. M. (2009). Chapter 11: Adverse impact and bias. 

In Measuring up: What educational testing really tells us. 
Cambridge, MA: Harvard University Press. 

Problem set 4 
posted 

Week #11: What are the limitations of current measures of socio-emotional skills for impact 
evaluation? 
[Date] • Duckworth, A. L. & Yeager, D. S. (2015). Measurement 

matters: Assessing personal qualities other than cognitive 
ability for educational purposes. Educational Researcher, 
44(4), 237-251. 

• West, M. R., Kraft, M. A., Finn, A. S., Martin, R. E., 
Duckworth, A. L., Gabrieli, C. F. O. & Gabrieli, J. D. E. 
(2016). Promise and paradox: Measuring students’ non-
cognitive skills and the impact of schooling. Educational 
Evaluation and Policy Analysis, 38(1), 148-170. 

Problem set 4 
due 

Week #12: What are the implications of measurement error for school improvement? 
[Date] • Kane, T. J. & Staiger, D. O. (2002). The promise and pitfalls 

of using imprecise school accountability measures. The 
Journal of Economic Perspectives, 16(4), 91-114. 

• Chay, K. Y., McEwan, P. J. & Urquiola, M. (2005). The 
central role of noise in evaluating interventions that use test 
scores to rank schools. American Economic Review, 95(4), 
1237-1258. 

 

Week #13: How can generalizability theory improve teacher evaluations? 
[Date] • Hill, H. C., Charalambous, C. Y. & Kraft, M. A. (2012). 

When rater reliability is not enough: Teacher observation 
systems and a case for the generalizability study. Educational 
Researcher, 41(2), 56-64. 

• Ho, A. D. & Kane, T. J. (2013). The reliability of classroom 
observations by school personnel. Seattle, WA: Bill & 
Melinda Gates Foundation. 

 

Week #14: How does criterion-referenced reporting influence the behavior of students and 
teachers? 
[Date] • Neal, D. & Schanzenbach, D. W. (2010). Left behind by 

design: Proficiency counts and test-based accountability. The 
Review of Economics and Statistics, 92(2), 263-283. 

• Papay, J. P., Murnane, R. J. & Willett, J. B. (2016). The 
impact of test score labels on human-capital investment 
decisions. Journal of Human Resources, 51(2), 357-388. 

• Deming, D. J., Cohodes, S., Jennings, J. & Jencks, C. (2016). 
School accountability, postsecondary attainment, and 
earnings. The Review of Economics and Statistics, 98(5), 
848-862. 

Final take-home 
exam posted 

Week #15: Exam period 
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[Date] [Exam period – no class] Final take-home 
exam due 

 
 


